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Supervised Learning vs. Reinforcement Learning TUTI

0; — obervation g (aslos) — policy a; — action

Basic components in RL:
Agent: Environment: Policy: Reward function:
3 points for breaking

Moves left when...
* - Moves right when...  agreen brick;
1 An Atari 5 for pink...
Console




Supervised Learning vs. Reinforcement Learning TUTI

0; — obervation g (aslos) — policy a; — action

Supervised Learning

Dependency Depend on initial input

Reinforcement Learning
Depend on previous states & actions

Data Prepared trainning data  Trial and error in environment, get
feedback from reward function
Goal Minimize a loss Maximize total reward 3




Reinforcement Learning TUM

State: full representation of existing information
Observation partially reflects it.

Sl - |n|t|al State 52 - State 2 S3 - State 3 end ST

7

/ I%&adst -

Reward
7”1 = _10
a, - left a, - still

Reward
rz = 0

Episode: from initial state s; to a final state sy R(7): total reward R(t) = Y117,

i atrajectory T = {sy,ay, Sz, dz, -, S, At} pe(7): probability of T on policy with parameters 6



Goal of Reinforcement Learning

Controlled Controlled by

Probability of a trajectory: by polic environment
po(7) = p(s1)polar|s1)p(8als1ya1)po(az|s2)plas]sz, az). ..
T
= p(Sl) HP@(GtISzﬁ)p(StH|St, Gt)
t=1

Expected reward:

R@ — Z R(T)JQH(T) — ETNpg(T) [R(T)]

Objective:
0" = argmax B, p, () [R(7)]



Evaluate the Objective UM

How can we evaluate a given policy?

- Sampling: Sample from the policy my, compute rewards on samples,
take the average reward on these samples as the expected reward of the given policy.

Objective function:
1 i
J(Q) = TNpg(T) ] — ZR p9 C ZR(T )

N

. umber of samples
Gradient: P

VoJ(0) =Y Vo (R(7)ps(T))



Compute Gradient T

VoJ(0) =) Vo (R(T)pg(
T uncontrollable _
=Y R(T)Vops( ()
’ / = [(2)V log f(x)
= > R(r)ps(7)Vologpe(r

T
= Erropy(r) [R(T) Vo log po(7))]

po(T) = p(s1) Hpﬂ(at|5t).0(3t+1|3t, a)
. / t=1
R(7")Vglogpe(T’ Only this part relevant to 6
1
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Gradient Update TUTI

Gradient ascend:
0« 0+ CXM) learning rate

Generate
Samples

Policy Gradient algorithms (REINFORCE):

Initialize the policy parameter 8 randomly
Sample {z'} from 7

Gradient Vg J(0) = X; R(7") X¢ Volog pg (at|s¢)
Update 68 < 6 + aV J(0)

B w DN e

Improve Estimate
Policy Gradient



Problem 1: High Variance UM

High variance: gradients on difference batches of samples Var(Va1(N is bial
tend to be very different. ar(Ve/(0)) Is big!

Intuitive Explanation: %@//\2

Each trajectory can take very different steps
depending on the states visited and actions

sampled form policy g



Fix 1: Assign Suitable Weights UM

(ai|s1) (azlsz) (as]| (ay | s~ (@z1s2) (azlsy)
N Cqﬁo |
\ X

R =+3

Causality: policy at time t’ cannot affect rewards before time t’

T
Before: VypJy = ZZR )V log pyg at|st) R(Ti) = Z (8¢, apr)

i=1 t=1 t=L
. T —
After:  VgJp = ZZRt Vlogpo(ailsi) Ry(r) =]  r(se,an)
=1 t=1 t'=t

y. a decaying factor smaller than 1 (further actions contributes less) +—
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Fix 2: Add a Baseline TUm
Example: Vg log pg(7) = [0.5,0.2,0.3]

without baseline with baseline

R(7) = [1000,1001, 1002] R(7) = [~1,0,1]
Var = Var(0.5 x 1000,02 X 1001,03 X 1002) |  Var = Var(0.5 x —1,02 X 0,03 x 1)
= 23286.8 = 0.1633
1 N T T
VoJy = ~ Z ZRt(T@)Vlogpg(aﬂs;) R(%) = Z AT (sp,ap) — b
i—1 t=1 1=t

We usually set b as running average of rewards

It also makes sense in that we punish actions below average, while encourage the rest.
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Problem 2: Hard to Choose Step Sizes UM

Step too big: e.g. A policy may update too
Bad policy — data collected under bad much to increase its reward
policy — we cannot recover on a previous trajectory

Step too small:
Not efficient use of experience

12



Constraint: Proximal Policy Optimization (PPO) TLTI

Clipped objective

Actually has something to do

Similarity metric: r(8) = pg(atlst) / vo,,,(aclst) with importance sampling

JHC;,zI;IP(Q) = Frnmog [Z min (Tt R ot clip (ri(0),1 —€,1 +¢) Rfdd)

e: a hyperparameter controls how much a policy can update, usually [0.1, 0.2]

7 A<O 7
1+4+e€ pad 1+e€ /
/

1 2nd Term 1
1—¢ A>0 = = ]st Term 1—¢

2nd Term
= = ]st Term

1—-€e 1 1+4+¢€ 13



PPO results TUTI

HalfCheetah-v1 Hopper-v1 InvertedDoublePendulum-v1 InvertedPendulum-v1
1000
2000 2500 8000
800
1500
2000 6000
1000 1500 600
4000
500 1000 400
0 500 2000 200
-500 }
0 0 0
0 1000000 0 1000000 0 1000000 0 1000000
Reacher-v1 Swimmer-v1 Walker2d-v1
— A2C
120 ¢
~20 —— A2C + Trust Region
e 100 3000 — CEM
- 80 —— PPO (Clip)
6 g 2000 Vanilla PG, Adaptive
~—— TRPO
-80 40 e
20 1000
=100
W 0
-120 0
0 1000000 0 1000000 0 1000000

Performance comparison between PPO with clipped objective and various other deep RL methods on
several MuJoCo tasks.

J. Schulman, F. Wolski, P. Dhariwal, A. Radford, and O. Klimov. “Proximal Policy Optimization Algorithms”. (2017) 14



Thanks for your attention!

Q&A
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